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Abstract

It is well known that the color of many natural and 
man-made objects is often very similar to that of 
human skin, such as sand, brick, to name a few. For 
the task of skin detection, it is often a very challenge 
task to identify the right skin locations while being 
robust against the distraction of these objects. In this 
paper, we present an on-line learning approach to 
model human skin by utilizing the similarity between 
neighboring pixels, and then combine it with region 
growing technique to accurately segment skin regions. 
By assuming the colors of neighboring skin pixels in 
YCbCr color space follows conditional Gaussian 
distributions, an on-line learning update is devised to 
efficiently estimate the parameters of these Gaussian 
distributions. For the inference stage, our algorithm 
first evaluates the color distance map in RGB space to 
reliably place the seeds of skin regions, then segment 
the skin regions by iterative seed growing based on the 
learned skin models. Empirical evaluations 
demonstrate  the efficacy of the proposed approach. 
 
1. Introduction 
 

Skin segmentation aims to identify skin regions in 
images. It plays very significant roles in many tasks of 
computer vision, e.g., face detection, face tracing,  
detection of pornographic images. 

The existing methods of skin detection can be 
summarized into three categories: the explicitly 
thresholding models based on clustering, the 
parametric models, and the non-parametric models [1]. 
The explicitly thresholding models are the most simple 
methods [2][3]. They specify the clear boundary of 
skin colors in a specific color space. Generally the 
boundaries are directly described by a set of simple 
constraints. Apparently it is a hard task for human 
beings to select a suitable color space and accurately 
identify a group of effective constraints to define the 
distribution of skin colors in a specific color space. 

Many parametric models have been investigated to 
characterize the distribution of skin colors, such as the 
Gaussian model [4], the mixtures of Gaussian [5][6]. 
The parametric models generally have compact form 
and relatively good generalization performance. 
Sometimes the training speed is slow and the 
parameters choice is difficult, such as the GMM model. 
Non-parametric methods do not assume the form of 
probability distribution of skin color [5][9], and are 
fast both in training and classification. But they require 
much storage space and a large number of 
representative examples. 

This paper presents an approach to on-line learning 
skin model based on similarity between neighboring 
pixels, and combines it with region-growth technique 
to segment skin regions. In an image, neighboring 
pixels have strong correlation if they belong to a same 
region, and this is also true for skin regions. So we 
assume that given a skin pixel, its neighboring pixels 
follow the Gaussian distribution conditioned on the 
pixel. We model the skin conditional distribution in an 
on-line learning way in the YCbCr color space. In the 
stage of detection, our method first evaluates the color 
distance map based on a standard skin cluster 
description in RGB space, and identifies some skin and 
non-skin regions with high confidence as the seeds. 
Then the region-growth techniques are applied based 
on the skin conditional distribution learned to extract 
the whole skin regions in an image. 

The remaining part of the paper is organized as 
follows. Section 2 describes how to construct our skin 
model. The detailed procedure of detecting skin 
regions are given in Section 3. The related 
experimental results are reported in Section 4. Section 
5 concludes the paper and points out the future work.  

 
2. Construct skin model 
 

In a color image, a pixel and its neighboring pixels 
generally have the high correlation if they belong to a 
same region. If we can effectively model the 
correlation of neighboring pixels in a same region, it 
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can be used to perform the region segmentation. In this 
paper, we aim to model the correlation of two 
neighboring skin pixels, and apply the generated model 
to segment skin regions. Given a skin pixel, we assume 
the color values of its neighboring skin pixels follow a 
Gaussian distribution conditioned on the color value of 
the given skin pixel, i.e., 
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where  denote the color values of the centered 
skin pixel given and its neighboring pixel respectively. 
In our model, we choose the four directions (up, down, 
left, right) to define the adjacency, as shown in Figure  
1.  Since the correlation between two adjacent pixels 
has nothing to do with direction, we ignore the relative 
position of two neighboring pixels. Concretely, if a 
pixel is given, its four adjacent pixels come from the 
same model distribution. In a general case, the 
estimation of the covariance matrix �  of a Gaussian 
distribution involves much complex computation. To 
make the estimation of the model parameters more 
easily, we expect the the covariance matrix 

,o nc c

�  have the 
diagonal form. That means a color space whose three 
channels have less correlation is a good choice. The 
RGB color space is not a good one. We select the color 
space YCbCr, since its three components have 
relatively low correlation compared with the RGB 
space. We assume that the three components Y, Cb, Cr 
are completely independent, so the Equation (1) can be 
transformed into the following form, 
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Fig. 1.  Illustration of adjacent pixels 

In the color space YCbCr, the value of Y ranges 
from 16 to 235, while the values of Cb and Cr range 
from 16 to 240. It means we need to learn 2186442500 
(=220*2152 ) probability distributions. Since it is a 
very large number, we apply the quantization 
technique to reduce the number of the estimated 
models. Human eyes are more sensitive to the 
luminance information than the chrominance 
information, so a larger number of bins are allocated to 
the Y channel. In our implementation, the Y channel is 
uniformly quantized into 55 bins and the Cb and Cr 
channels are both quantized into 25 bins. Thus, the 
whole YCbCr color space is partitioned into 34375 
cubes, and a conditional Gaussian probability is 

estimated for each cube. Each Gaussian model is made 
up of three independent univariate Gaussian 
corresponding to the three channels, i.e.,  
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where 1 2 3[ , , ]x x x x�  is the color of neighboring pixel, 
 is the cube which the centered pixel belongs to, c

2
,c i, ,c i
 �  are the mean and variance of the ith channel. 

We design an incremental learning way to estimate the 
parameters of Gaussians, and the concrete computation 
is formulated as  
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where  denotes the number of examples at time t , t
cn

1t
cn ��  denotes the number of new examples at time 

t+1, and t
c
 , t

c� , 1t
c
 � , 1t

c� �  denote the estimation of 
the mean and variance for model c at time t and time 
t+1 respectively. 

Each model Mc in our approach is depicted by five 
components: cube index, the number of examples used 
to generate Mc, mean vector, variance vector, and a 
threshold, i.e., M 2 , cc = , , ,c c cc n 
 � �� � . The 

eshold cthr �  is used to classify whether a neighboring 
pixel belongs to the skin region as its centered pixel 
does. The c�  is estimated by negative examples. The 
whole training process is summarized in Figure 2, and 
the step 1 also depicts how to obtain the negative 
examples for the threshold estimation. Once we have 
obtained a set of negative examples for model c , the 
similarity of a negative example x  to the model c  is 
measured by the following formula  
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For a specific model, the coefficient before the 
exponential term in equation (7) can be taken as a 
constant. Thus, equation (8) as a distance is chosen as 
a measure to estimate the threshold. Apparently the 
computation based on equation (8) is much more 
efficient than Equation (7). We first calculate the 
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distances of the negative examples for a same model 
Then their median is chosen as the threshold c� . Since 
it is difficult to guarantee the ground-truth data are 
perfect accurate, it is certain that labeling errors are 
unavoidable. So we choose the median instead of 
minimum. Experiments also show the median is a 
better choice.  

Algorithm:  Model training 
Input
I : training images
N: the corresponding mask images 
Output

2, , , , , 1, 2,...c c c c cM c n c
 � ��� � � , 
Procedure
1. Shrink the edges in mask image N inward by 
one pixel to obtain N’ so that the neighboring 
pixels of each skin pixel in N’ are always skin 
pixels.  
2. For each skin pixel in cube c, collect the skin 
pixels in its 4-adjacency neighborhood as 
positive examples to update the estimate 

2, ,c c cn 
 � .  
3. For each skin pixel as edge in N and in cube 
c, collect the non-skin pixels in its 4-adjacency 
neighborhood as negative examples to update 
the estimate c� .  

Fig. 2. Skin model learning algorithm 
 
3. Segment skin regions 
     

Generally the researchers do not think that there  
 
 

Fig. 3. An illustration of skin segmentation process 

exists a best color space for the task of skin detection. 
Our approach combines the simplicity of the RGB 
space and relative independence of YCbCr space. 
Concretely, we first compute the color distance map in 
RGB color space. The color distance map itself is a 
grayscale image, and it can provide information to 
reliably locate some skin and non-skin regions. As a 
result, the pixels in an image are classified into three 
categories, skin pixels, non-skin pixels, and candidate 
skin pixels. The skin regions are taken as seeds, the 
learned models are utilized to classify the candidate 
skin pixels based on the region-growth techniques, and 
obtain the final result of skin segmentation. The whole 
computation process is illustrated in Figure 3. 

 
3.1. Generate the color distance map 
 

In [8], the authors defined the standard skin colors 
in two different illuminations, uniform daylight 
illumination and flashlight or daylight lateral 
illumination. Concretely, the two skin clusters in the  
RGB space are defined by,  

(a) uniform daylight illumination: 
R > 95, G > 40, B > 20 
Max{R, G, B} - Min{R, G, B} > 15                      (9) 
| R - G | > 15, R > G, R > B
(b) flashlight or daylight lateral illumination: 
R > 220, G > 210, B > 170                                   (10) 
| R - G | � 15, B < R, B > G

The color distance map is computed based on standard 
skin color. If the standard skin color is denoted 
by � �, ,s s sR G B , the corresponding distance for a pixel 

with the color � �, ,R G B

� � �

is defined by 

� � �2 2
s s

2
sG G�R R� � B B� � . The smaller the 

distance is, the more probable the pixel corresponds to 
skin. For an input image, the distance of each pixel 
from the standard skin color is calculated, and then all 
the distances are linearly scaled to the interval [0, 255] 
to form a grayscale image, namely color distance map.  

For the case of uniform daylight illumination, the 
standard skin color is chosen as the center of the 
region defined by the first line of inequations in (9), 
i.e., � � � �, , 175,147.5,137.5s s sR G B �

1

. The color distance 
is set to 255 for those pixels which do not meet the 
second and the third lines of inequations in (9). Thus a 
color distance map � is obtained. The same strategies 
are applied for the inequations in (10), and another 
color distance map 2� can be obtained. Finally, the 
information of the two color distance maps are 
integrated to generate a single one by the following 
evaluation, 

Color Distance MapInput Image 

Seed Regions 
White: Non-skin 

Black: Skin 
Gray: Candidate skin 

Segmented Result 
White: Non-skin 

Black: Skin
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1 2( , ) min{ ( , ), ( , )}x y x y x y� � ��                        (11) 
where (x, y) denote the pixel location. The 

minimum can guarantee all the pixels satisfying (9) or 
(10) are collected as candidate skin pixels.  

 
3.2. Locate the seed regions 
 

It is very ideal that we can locate some pixels in an 
image which have the standard skin color. But this is 
not always true for all the images due to complicated 
illumination. It is a practical way to choose those 
pixels which have a very similar color to the standard 
skin color to form the seed regions. In our 
implementation, two thresholds LT  and HT  are chosen 
which correspond to the first and the last local 
maximum from the histogram of the color distance 
map M. In searching the local maximum, the width of 
the sliding window is set to 11. The pixels whose 

( , ) Li j T� �
( ,i j

 are labeled as skin pixels; The pixels 
whose ) HT� �  are labeled as non-skin pixels; the 
remaining pixels are labeled as candidate skin pixels.  
 
3.3. Segment skin regions 

 
We devise two ways to further classify the candidate 

skin pixels, i.e., direct thresholding method and 2-
sigma method. Once a pixel c has been labeled as a 
skin pixel, its neighboring pixels x will be checked to 
decide whether it is a skin pixel or not. In the direct 
thresholding method, the distance from it to the skin 
pixel is computed according to Equation (8) and is 
compared with the corresponding threshold c� . If 

� �, cd x c �� , the pixel x will be labeled as a skin pixel. 
In the 2-sigma method, each channel (Y, Cb, Cr) has 
its own threshold 2-sigma. If the absolute difference 
between the pixel x and the mean of the model decided 
by the pixel c is not greater than two times the 
corresponding variance, i.e.,  

2
Y YY c cx 
 �� � , 

2
Cb CbCb c cx 
 �� � ,            (12) 

2
Cr CrCr c cx 
 �� � , 

the pixel x is labeled as  a skin pixel. Figure 4 and 
Figure 5 depict the whole segmentation process. 

Algorithm:  The direct thresholding method 
Procedure
1. Until no more pixel is classified as a skin 
pixel 
2.    For each candidate skin pixel c and 4-
adjacency neighboring pixel x  

3.        If � �, cd x c �� , then 
4.            The pixel x  is a skin pixel 
5.        end 
6.    end 
7. end 
8. The remaining candidate skin pixels are 
labeled as non-skin pixels. 
 

Fig. 4. The direct thresholding method 
 

Algorithm : The 2-sigma method 
Procedure
1. Until no more pixel is classified as a skin 
pixel 
2.   For each candidate skin pixel c and 4-
adjacency neighboring pixel x  
3.      If all the three channels satisfy the 2-
sigma criterion, then 
4.             The pixel x  is a skin pixel 
5.         end 
6.     end 
7. end 
8. The remaining candidate skin pixels are 
labeled as non-skin pixels. 

Fig. 5. The 2-sigma method 
 
4. Experimental results 
 

To evaluate the performance of our approach 
numerically, we randomly select 1000 images from the 
ECU face skin database as the test data. Two metrics 
are evaluated to measure the performance of our 
approach, the correct detection rate (CDR) and the 
false detection rate (FDR). The CDR is the ratio of 
skin pixels correctly labeled, and the FDR is the ratio 
of skin pixels wrongly labeled to the total non-skin 
pixels.  The 4 cross validation [10] is used to evaluate 
the CDR and FDR. Concretely, the 1000 images are 
uniformly partitioned into four parts. Four rounds are 
performed, and in each round, three parts are used for 
training, and one for testing. The Table 1 summarizes 
the final average experimental results. Figure 6 gives 
two examples. 
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